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Abstract
This thesis analyzes Combined Document-Word Graphs (CDWGs) and Combined
Document-Word Graphs with backlinks (CDWGBs) in terms of their potential to increase the performance of Wikipedia search. Using the Simple English Wikipedia
as a test corpus we used the structure of it’s text to create a word graph as it is described by Schenker. After combining this graph with Wikipedia’s link graph we
ran the PageRank algorithm on the resulting CDWG respectively on the CDWGB.
Of special interest for us was if the resulting enriched PageRank values can improve the ranking of search results compared to traditional PageRank values. Also
we examined the possibility to use the combined graphs for information retrieval.
We combined this novel information retrieval method and traditional ones with the
standard PageRank values and respectively the enriched PageRank values to several
different search algorithms. By setting up a test search engine and running a user
study to compare the quality of the algorithms search results we came to the conclusion that using CDWGs or CDWGBs as an information retrieval method is clearly
outperformed by the traditional methods. Also enriched PageRank values cannot
increase search result quality as search results ranked by traditional and enriched
PageRank values got perceived as equally good by users in the user study.
Zusammenfassung
Diese Arbeit beschäftigt sich damit, ob die Nutzung von kombinierten DokumentWort Graphen (KDWGs) bzw. kombinierten Dokument-Wort Graphen mit Rückverweisen (KDWGRs) die Qualität Suche auf Wikipedia verbessern kann. Dies wurde
untersucht indem mittels der Simple English Wikipedia als Testkorpus ein Wortgraph (wie von Schenker beschrieben) erstellt wurde. Nachdem dieser Graph mit
dem dazugehörigen Wikipedia Link Graphen kombiniert wurde, wurde der PageRank Algorithmus auf den KDWGs bzw. KDWGRs ausgeführt. Von besonderem Interesse war, ob die daraus resultierenden PageRank Gewichte die Reihenfolge von
Suchergebnissen verbessern können, verglichen mit traditionellen PageRank Gewichten. Außerdem wurde die Möglichkeit untersucht die kombinierten Graphen
zur Informationsrückgewinnung zu nutzen. Die resultierende neue Informationsrückgewinnungsmethode und traditionelle Methoden wurden mit den auf kombinierten Graphen berechneten PageRank Gewichten, bzw. traditionell auf Link Graphen berechneten PageRank Gewichten zu mehreren verschiedenen Suchalgorithmen kombiniert. Mittels einer Test-Suchmaschine und einer Nutzerumfrage wurde
die Qualität der verschiedenen Algorithmen verglichen. Wir konnten den eindeutigen Schluss ziehen, dass kombinierte Graphen zur Informationsrückgewinnung
nicht geeignet sind. Auch die darauf berechneten PageRank Gewichte können die
Qualität von Suchergebnissen nicht verbessern. Dies zeigte sich, da Versionen von
Suchalgorithmen mit beiden Arten von PageRank Gewichten von Nutzern in der
Umfrage als gleichwertig empfunden wurden.
i
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1

Motivation

The search engine currently in use by Wikipedia [Medb] has improved over the
last couple of years but still is not adequate for a service used by millions of users.
For example a search query for the famous sentence Ich bin ein Berliner by John F.
Kennedy ranks the article about Kennedy himself only at rank 50. Other articles
such as Civis romanus sum, which is a latin phrase used in the speech are ranked
way higher despite being (in our opinion) less relevant for the search query.
We want to explore if an alternative search engine based on the idea of word
graphs can help solving this issue and improve search performance on Wikipedia in
general.

2

Idea and Overview

Text documents like Wikipedia articles can be represented by the Bag-of-words model.
In a first step a vocabulary list v, containing all words w1 , ..., wn occuring in all documents D1 , ..., Dn in the collection, is created. Additionally, feature vectors f1 , ..., fn
are created for each document D, where each entry corresponds to a word in the
vocabulary list v and indicates the number of times the word w appears in the document D. For the example articles shown in Table 1 these vecors are:


v = cof f ee, is, important, beer, a, drink, beverages, and, are



f1 = 2 1 1 0 0 0 0 0 0


f1 = 0 1 0 2 1 1 0 0 0


f1 = 1 0 0 1 0 0 2 1 1
Based on this model, we can also think of a graph representation of documents.
We call such a representation a Weighted Document-Word Graph (WDWG). Such
a graph contains nodes for all documents in the corpus and nodes for all words
used in these documents. Edges are created from a word to a document if the word
appears in the document. The number of appearances in the document is added as
an enge weight. In Figure 1, this kind of graph can be seen for the example articles
provided in Table 1.
1

Article 1: Coffee

coffee
coffee is important

Article 2: Beer

beer
beer is a drink

Article 3: Beverages

beverages
beer and coffee are beverages

Table 1: Three Wikipedia articles used for illustrating our hypothesis. Underlined
words are indicating a link to the corresponding article, except for the word drink in
the article beer, which links to the article beverages.

Figure 1: A Weighted Document-Word Graph. Edge weights represent the number
of times a word (elliptical node) appears in a document (rectangular node).

2

On top of just representing word frequencies in graphs, we can also apply Schenkers
idea of word graphs to model the order of appearance of the words. So if a word w2
follows a word w1 in a sentence, an edge is created between them.
Additionally we can model the link structure of interlinked documents by creating edges from a document D1 to a document D2 if D1 contains a link pointing to D2 .
The resulting graph is shown in Figure 2 and will be called Combined DocumentWord Graph (CDWG).
The introduced graphs contain a lot of information about the corpus of documents they are modelling. As graphs are a data structure, which can be easily and
efficiently worked with, the question arises if Combined Document-Word Graphs
can be used for information retrieval purposes. In the following three subsections
we will further explain our ideas on how to exploit the information contained in the
graphs and derive three research questions, which will be answered in this thesis.
The fourth subsection provides an overview of the structure of this thesis.

2.1

Weighted Document-Word Graphs and tf-idf

As WDWGs like the one shown in Figure 1 contain information about all words in
the corpus and the number of their appearance per document one should be able
to use them to calculate term frequency and inverse document frequency in a non
traditional way. From this idea the following research question was derived:
RQ1: Can term frequency and inverse document frequency be represented in Weighted Document-Word Graphs?

2.2

Combined Document-Word Graphs and the PageRank metric

As Combined Document-Word Graphs not only contain the link structure of documents but also exploit information contained in the text of the documents we think
that using these graphs to calculate PageRank values can lead to results that are interesting to study. Figure 2 illustrates a possible combination of the link and word
graph of the three sample articles.
An alternative version of the combined graph is shown in Figure 3. In this version, called the Combined Document-Word Graph with backlinks (CDWGB), we
create additional edges from every document to the words that are used in the link
text of links pointing to the document. These backlinks break up the unidirectional
linkage between the two partitions of the combined graph, so when calculating
PageRank on it, the link graph as a whole does not act as a rank sink.
Based on this idea we derived the following research question:
RQ2: Do PageRank values calculated on Combined Document-Word
Graphs or Combined Document-Word Graphs with backlinks improve
the ranking of documents compared to traditional PageRank values?

3

2.3

Combined Document-Word Graphs in Information Retrieval

As CDWGs and CDWGBs combine the link structure of a web corpus with its word
graph these graphs could be used for information retrieval by applying the depthfirst search algorithm to it. Starting from a query dependent word node the graph
is traversed and more and more nodes are visited depending on the chosen depth.
After the search algorithm is finished all visited document nodes can be taken from
the overall set of visited nodes and then be ordered by their PageRank value. As
probably the whole graph is interconnected the depth must be chosen correctly so
the number of retrieved documents stays reasonably small.
Figures 4 and 5 show the idea in our example graph with two different depths.
Starting from the root node beer the depth-first search with depth 1 retrieves the documents Beer and Beverages. Depth 2 already retrieves all documents as our example
graph is very small.
While it is obvious that depth-first search on combined graphs can be used to
retrieve documents from a corpus the quality of the so retrieved set of documents is
an issue. Considering this we derived the following research question:
RQ3: Can Depth-first Search on Combined Document-Word Graphs or
Combined Document-Word Graphs with backlinks be used as an effective information retrieval method compared to traditional methods?

2.4

Thesis structure

Section 3 provides an overview of similar work by other authors which tackles related topics.
To be able to answer our research questions we built a search engine based on
Combined Document-Word Graphs and evaluated results from a test run in a user
study. Section 4 describes the different components of the developed search engine.
In Section 5 we describe the process of building CDWGs for Wikipedia. Section 6
covers the problematic of calculating PageRank on such graphs. In Section 7 we
explain the developed search engine and the different algorithms it uses. The following Section 8 handles the design and pretest of the conducted user study for
evaluating our search engines results. In Section 9 the result data from the user
study is evaluated and the quality of the surveyed data is assessed. Section 10 lists
design decisions made throughout this thesis and explained how they affected our
results. Finally in Section 11 we draw conclusions from the evaluation and answer
our research questions.

4

Figure 2: A Combined Document-Word Graph. Elliptical nodes represent words,
rectangular nodes represent documents. An edge between word A and word B
means that word B directly follows word A in the document text. An edge between
document D1 and document D2 means that D1 contains a link to D2. An edge
between word A and document D means that word A is appearing in the text of
document D.

Figure 3: A Combined Document-Word Graph with backlinks. Based on Figure 2
this graph has additional edges for backlinks (dotted lines). For example the word
drink in the article Beer is linking to the article Beverages, so a backlink edge from
Beverages to drink is added.

Figure 4: Depth-first search with depth 1 applied to the example graph. Starting
from the word node beer the article nodes for Beer and Coffee are reached.

Figure 5: Depth-first search with depth 2 applied to the example graph. Starting
from the word node beer all article nodes are reached.

3

Related Work

Closely related to our task are the PageRank Algorithm by Page et al. [Pag+99] and
the idea of word graphs, introduced by Adam Schenker in 2003 [Sch+05].
PageRank is a well established algorithm for objectively rating a webpage’s importance by the number of links pointing to them and recursively taking into account the importance of the pointing website. The idea can be applied to any graph
and serves as a centrality measure.
In his dissertation Schenker describes six types of word graphs. In the first version, the Standard Graph, an edge is created between two words if they directly
follow one another in the documents text. The edge is labeled as title, link or text
depending of where the words appear in the document.
The second described graph type is called the Simple Graph. It is the same as the
Standard Graph but without the edge labels. We think that this graph version is the
most promising for our needs, as we cannot make direct use of labeled edges in the
PageRank algorithm.
The third type of graph representation is called n-distance representaion. In this
representation an edge is created between two words if the distance, in terms of
words, is not greater then n, where n is a natural number provided by the user. The
edge is then labeled with the actual distance. For example in our first sample article
about coffee (See Table 1) we would have an edge between coffee and is, labeled with
1 and an edge between coffee and important, labeled with 2.
The next version is called n-simple distance, which is created the same way as
the n-distance graph but without adding the edge weights. So if there is an edge
between two words we know that the maximal distance between these two words
is n. Running PageRank on this graph would work too, but as no edge weights exist,
PageRank is basically just run on a stronger cross-linked graph, which will lead to a
more even weight rank distribution, which is not wanted for our application.
In the last two versions, absolute frequency and relative frequency, the number of
times two words appear after each other is counted and added as an edge weight as
an absolute or relative value.
Since the introduction of PageRank, which changed the performance of web
search drastically, many other approaches have been taken to further improve web
search algorithms. A lot of algorithms have been developed some of which are
based on PageRank (e.g. Weighted PageRank [XG04], which also considers outlinks
to compute the rank of a page), and others which take totally different approaches.
Of special relevance for our thesis are algorithms that combine Web Structure Mining and Web Content Mining. Weighted Links Rank (WLRank) by Yates and Davis
[BD04] is a variant of PageRank that considers the relative position of links in the
text, the HTML tag where the link is inserted (e.g. a linked <h1> title is more important than a linked <h6> title) and the length of the anchor text.

7

The work of Litvak and Last [LL08] is also closely related. They introduced
a method for automatically extracting keywords from documents by running the
HITS algorithm [Kle99] on document word graphs.

8

4

Architecture

We decided to use an architecture consisting of loosely coupled components. Figure
6 shows a component diagram of that architecture.
In a first step the Wikipedia dump is parsed by two different parsers: the Wiki
Phrase & Link Parser and the Wiki Text Parser. The first parsers job is to parse the
dumps Wikitext, split it in to phrases and extract links which are found during this
process. This parser is further explained in Section 5.1.1. The Wiki Text Parser in
contrast parses the dumps Wikitext and extracts the full text for each article which
is later used for building the search index and for article snippet creation. This
parser is explained in detail in Section 5.1.2.
In a next step the Graph Builder builds the four kinds of graphs (LG, WG, CDWG,
CDWGB) using the phrase and link lists created in the previous step. It outputs
these graphs as a Neo4j database. Detailed information about the Graph Builder
can be found in Section 5.3.
The PageRank Calculator calculates the PageRank metric on the graphs created by
the Graph Builder in the previous step. The output is a "attributed" Neo4j database
with additional node properties holding the PageRank values. The PageRank metric
is explained in Section 6.1, the implementation we used is explained in Section 6.2.
For actually searching on Wikipedia we implemented two different search engines. The Depth-first Search Engine solely works on the attributed Neo4j graph for
retrieving and ranking documents. It is explained in Section 7.2. The Classic Search
Engine uses a previously built Search Index component, which is created by using the
PageRank values from the attributed Neo4j database and the full text created by the
Wiki Text Parser. This search engine is explained in Section 7.
The last component is the Search Interface. It is either using the Classic or the
Depth-first Search Engine for retrieving a ranked list of documents and is using the
Search Index for retrieving snipped texts of the articles to display. The interface is
explained in Section 7.4.

9

Figure 6: A component diagram of our experimental setup.

5

Data Extraction and Preprocessing

In order to create the Combined Document-Word Graphs we needed to parse Wikipedia
and split it into phrases. Instead of using the complete English Wikipedia we limited ourselves to the Simple English Wikipedia, which contains only 121.081 articles
[Medc] compared to the 5.262.605 articles [Medd] in the original English Wikipedia.
Additionally the articles are shorter and are written in a simpler language [Wika].
Especially the smaller number of articles reduced the parsing time and Link Graph
size significantly. Also the word graph size was reduced as, according to Zipf’s Law,
most words in a text corpus only appear once or a few times [Ken14]. Thus having
a much smaller corpus leads to a much smaller word graph.
The WikiMedia foundation provides Wikipedia data dumps containing different
amounts of information for free download. We decided to use a dump from September the First, 2016 containing all Wikipedia articles in the latest revision [Wikb].

5.1
5.1.1

Wikipedia Parsing
Wiki Phrase & Link Parser

Wikimedia wikis use an own markup language called Wiki markup (or wikitext).
It renders to HTML but was created to be a more lightweight and simplified language than HTML so wiki editors with no programming background can easily use
it [Mede]. The main features of wikitext include text formatting such as italics and
bold text, inserting links (wiki-internal links and external links), inserting images
and tables an using templates. For parsing wikitext we used the MediaWiki Parser
from Hell, which returns an abstract syntax tree (AST) of the parsed Wikitext. We
then recursively processed the different nodes of the AST and modified them for
our own needs.
Before we started to process a Wikipedia article we checked if it is a redirect article. Those are articles, which automatically send a user to a different article. For
example the article "USA" redirects to the article "United States". While it is technically possible to directly access redirect articles on Wikipedia a normal user will not
be interested in visiting them as they contain nothing but a link to the Wikipedia
article they are redirecting to. We therefore decided to exclude redirect articles from
our parsed articles. Instead we replaced the destination of all links to redirect articles with the articles they would be redirected to. This step reduced the corpus size
from 121.081 articles to 118.258.
During the AST processing the focus was to preserve all text which will be rendered on the final Wikipedia page and remove all unnecessary markup or machine
generated text fragments. The processing was done in the following steps.
First we removed all markup like Hypertext Markup Language (HTML) tags
and Cascading Stylesheets (CSS). Wikitext titles were replaced by plain text and
Wikitext comments were deleted.
Wikipedia templates needed a more special processing. They are used to insert
11

commonly used material such as infoboxes or boilerplate messages [Meda]. Most
commonly templates get inserted in Wikipedia articles via transclusion, meaning
that a piece of Wikitext is inserted, which will then be replaced by the actual template when the page is rendered. Individual text, which will be inserted in the templates, can be passed using parameters as in "{{template name|parameter |parameter|...}}". As the templates themselves usually contain mostly markup we decided
to only keep the parameters as individual pieces of text and split the pieces into
phrases, in a following step as it is described later in this section. This treatment
will be fine for most of the cases but can be problematic in some others. For example, imagine a template, which simply renders two text parameters as one sentence.
"{{sentence_template|a=I am|b= a sentence}}". This template will render to "I am a
sentence", which should be interpreted as one phrase but instead our parser parses
it to two individual phrases "I am" and "a sentence". Given the common use of templates we estimated such cases as very rare (if even existent) and refrained from
programmatically detecting them due to the limited time scope of this thesis.
Besides transclusion templates can be inserted via substitution by adding the
modifier "subst:" after the initial pair of braces as in {{subst:sentence_template|a=I
am|b= a sentence}}". In this case the content of the template is copied into the target
page when it is saved. Therefore, the template is not present as a template node in
the AST. Nevertheless all markup will be removed by our parser as is is now present
as simple HTML, CSS or other Wikitext markup. The before described problem
where a single phrase is accidentally split into multiple phrases is thereby solved
for substituted templates but a new problem arises as boilerplate template text is
now included in the page, which was not the case for transcluded templates. Detecting substituted templates is a difficult task. Like Wikipedia articles, templates
change over time. Thus, every template revision which was created prior to the article would need to be matched against its full text. The majority of templates used in
articles are infoboxes, which should not be substituted according to the Wikipedia
guidelines [Medf]. Therefore, we estimated the arising PageRank error of some articles including template text and others not including it as very low. After weighing
up the large accompanying computational effort to detect substituted templates to
their low impact on the correctness of calculated PageRank values we refrained from
implementing template detection.
Another considerable part of Wikitext are Wikitext tags. They are syntactically
identical to HTML tags and are used for example to include mathmatical formulars,
which are graphically rendered or to indent text for blockquotes. We decided to fully
exclude tags for mathematical and chemical formulars (<math>, <math chem> and
<chem>) as the contained formulars do not include any textual information above
single word level and are therefore not relevant for our thesis. All other tags got
replaced by their content (if existent). Blockquotes for example become plain text
by this processing. The additional semantic information, which is contained in text
highlightings gets lost. In future work one could consider to give different weights
to differently emphasized text passages.
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The remaining part of Wikitext we needed to process are links. Wikitext differentiates between two types of links: internal and external links. External links
are links, which point to a webpage outside of Wikipedia. They are inserted by
surrounding a URL by single square brackets and can contain an additional name,
which will be displayed in the rendered page instead of the full link by appending it
with a space (e.g. [http://example.org Example] would be rendered as the single word
Example). For external links we decided only to keep the link names. If no such
name exists an external link will not be considered at all. This design decision was
made as only the the minority of links contain easily extractable semantic information. For example the link http://myblog.example/why-beer-and-coffee-are-my-favouritebeverages.html contains a clear sentence, which could be extracted easily. Such links
are often seen in blog entries and links to newspaper articles. The majority of links
on the web however are cryptic and unstructured or semi-structured. Extracting
phrases from such links is difficult and it is questionable if the extracted phrases
would add valuable information if they are added to the text flow. Internal links
are links, which point to a different Wikipedia page. They are indicated by double
square brackets, which surround the title of the article, which is linked at. Internal
links get rendered simply as the text inside the brackets. However, there is the possibility to rename a link by adding a pipe symbol "|" and the new link text behind
the article title. In many cases simply displaying the name of the linked article does
not fit into the structure of the sentence and therefore this option is used. Whenever
we found a renamed link we used the renaming text so the parsed text reads as it
was intended by the author.
5.1.2

Wiki Text Parser

The basic principles of Wikipedia Parsing have already been described in chapter
5.1.1. As the search engine needed the full text of each article for article snippet creation we used another tool, named WikiExtractor for parsing the Wikipedia dump.

5.2

Splitting extracted text into phrases

After cleaning the dump from markup and other Wikitext elements we needed to
split the resulting text into phrases. As phrases we considered sentences and other
groups of words such as short explanations in tables or the like. For sentence detection we used the sentence tokenisation function sent_tokenize() provided by the
Natural Language Toolkit (NLTK), a Phython library for natural language processing. This function is an implementation of the Unsupervised Multilingual Sentence
Boundary Detection proposed by Kiss and Strunk [KS06]. It is trained for the English language and can detect abbreviations such as "J. R. R. Tolkien" with great accuracy.
In a next step all text was converted to lowercase. We could have skipped that
step and instead added two word nodes to the Combined Document-Word Graph
if a word appears in both cases but we refrained from doing so as we do not think
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that case sensitivity matters much in the context of a Combined Document-Word
Graph. We came to this decision because capitalisation in general does not change
the meaning of a word. The exception are capitonyms (e.g. "Ares", the god of war
and "ares", plural of are, a metric unit of area). As these are very rare we chose to
ignore them for simplicity. Also, we chose to ignore the different meanings of homographs, which are words that share the same spelling but have different meanings.
For example the word "bow" in the sentence "Where is my bow?" could refer to a bow
as a weapon (bow and arrow) or to the bow of a violinist. As the meaning of these
words can only be derived from context, detecting them is a difficult non trivial task.
Aside from converting all text to lowercase, all punctuation characters were removed. To only keep multiword phrases we split all phrases into words. As we
already removed punctuation characters there was no need for a regular expression
based word splitting method (e.g. re.findall(ur’\w+’, text)). We decided to simply use
whitespace characters as a delimiter to split phrases into words. One could argue
that proper names such as Royal Air Force get treated as three separate words using
this method but they should be considered as only one word. We decided against
this due to the difficulty in recognizing proper names. Also the depth-first search on
the word graph would lead to problems when the search query only contains parts
of a proper name (e.g. Air Force).
All phrases consisting of only one word were ignored in the following steps
as they have no value in our graph because they do not have an edge to another
word. The parsers result was a CSV file of article IDs and the articles multiword
phrases. From this file the Combined Document-Word Graph was built as described
in Section 5.3.

5.3
5.3.1

Building graphs from extracted data
Graph technology

We decided to use Neo4J as graph database management system.
5.3.2

Building the graphs

Neo4J offeres an import tool for creating databases from CSV files, neo4j-import. The
graph builder reads the Article Phrase Representation and the Link Lists provided
by the Wiki Phrase & Link Parser. It creates a list of all document nodes, all wordsto-documents, documents-to-words and words-to-words relationships. Using these
lists we used the Neo4J import tool to generate 4 different databases:
1. link graph
2. word graph
3. combined graph
4. combined graph with backlinks
14

5.4

Scalability

An important question when considering the usefulness of Combined DocumentWord Graphs is scalability. We created graphs with growing corpus sizes and examined the resulting graph sizes. Figures 7 and 8 in the long term show a clear linear
growth in all numbers of edges and nodes and therefore in the size of the Combined
Document-Word Graph and the Combined Document-Word Graph with backlinks
as well. The noticeable dents that can be seen in Figure 8 resulted from a number of
very short articles, which happened to appear successively in the parsed Wikipedia
dump. In Figure 7 the counterintuitive phenomenon that there is not a finite number of words in the English language can be seen when looking at the number of
word nodes. This again confirms that there is almost a linear relationship between
vocabulary size and sample size [Ken14].
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Figure 7: The number of document to document edges, document to word edges
and word nodes plotted against the number of articles.

Figure 8: The number of word to word and word to document edges plotted against
the number of articles.

6
6.1

PageRank calculation
Description of PageRank

The PageRank algorithm was developed by Larry Page and Sergey Brin in 1996.
It is used to analyze the link structure of the World Wide Web and assign a value
to each web page according to it’s "importance". The importance of a web page is
influenced by two factors:
• How many other web pages link to the currently observed web page?
• How important are these linking web pages?
Let pi be a web page, L(pi ) be the number of outbound links of pi , M (pi ) be the
set of pages that link to pi , N be the total number of pages and d be a damping factor.
PageRank can be defined as:
P R(pi ) =

1−d
+d
N

X
pj ∈M (pi )

P R(pj )
L(pj )

(1)

We can see that each page has an initially assigned rank depending on the damping factor and the total number of pages. (1−d)/N acts as a source of rank [Pag+99].
Looking at the sum function we can see that each page distributes its rank evenly
between the pages it links to.
The damping factor d is also important because it eliminates the problem of rank
sinks. A rank sink is created by pages forming a "loop", meaning that they are connected to the rest of the graph only by inbound links. A simple example of such a
rank sink is depicted in Figure 9. Without the damping factor d these pages would
continuously accumulate rank but never distribute any rank. Therefore, when running the algorithm until convergence the rank sink pages would have accumulated
all rank and all other pages would have a rank of zero. The simplest explanation of
how the damping factor helps to solve this is the random surfer model. In this model
it is assumed that a user of the World Wide Web at some point in time will get bored
and stops clicking on links. Instead he will jump to a new random page and start
surfing again. The probability that a surfer will continue to surf equals d and is usually set to 0.85. In return this means that with a probability of 1 − d = 0.15 a surfer
will stop clicking on links. This eliminates the problem of rank sinks as there is no
infinite loop anymore in which a surfer could be trapped.
Another issue when calculating PageRank are dangling nodes, which are nodes
with no outgoing edges (see Figure 10). They are problematic because similar to
rank sinks they cannot distribute rank to any other pages. There are two common
ways of dealing with dangling nodes. In the original PageRank paper it is described
to remove dangling nodes from the graph before calculating PageRank [Pag+99].
As removing those nodes can create new dangling nodes this process is iterative.
After the PageRank calculation the removed nodes are added back in. In our implementation we use a second approach, which is to assume that dangling nodes link
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Figure 9: Documents A, B and C act as a rank sink.
to any other node in the graph including itself. When thinking back to the random
surfer model the probability of the random surfer to jump to a new random page is
1 for a dangling page.

Figure 10: Document A which has no outgoing edges is called a dangling node.

6.2

Calculating PageRank using the power method

A fast method for calculating PageRank values is to use an algebraic approach. In
particular we used the power iteration method [GV12]. Instead of thinking about
a graph in a traditional way with N vertices and m edges we can also think of it
as a adjacency matrix M - a N xN matrix where each entry mij can be interpreted
as an edge from node i to node j. The resulting values in M are normalized in a
P
way so that N
i=1 mij = 1. Calculating PageRank on such a matrix can be done by
finding the dominant right eigenvector R of M so that R solves the recursive equation 2, which closely resembles equation 1 [Pag+99]. Each entry in R will represent
one document in the graph and will hold the document’s PageRank value after the
calculation is finished. R(0) is initialized with ri = N1 so in the beginning every
document has the same PageRank value.


(1 − d)/N


..
(t−1)
R(t) = 
(2)
 + dM R
.
(1 − d)/N
An extended version of Equation 2 which also accounts for dangling nodes in a
way so that every dangling node can be assumed to link to every other node in the
graph is given in Equation 3:
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R(t)


(1 − d)/N


..
(t−1)
=
+ W (t) )
 + d ∗ (M R
.

(3)

(1 − d)/N
where W (t) denotes a vector, which accounts for distributing the rank of dan(t)
gling nodes evenly to all nodes in the graph. Each component wi in W (t) is assigned a "dangling weight", which is calculated by summing up the rank in R(t−1)
of all dangling nodes and dividing it by the number of nodes N . For calculating
W (0) instead of R(t−1) we use R(0) .
We will explain this method by using a small example consisting of only three
documents, which is given below in Figure 11.

Figure 11: An example graph for demonstrating the PageRank calculation using the
power method.
We start by initializing R(0) with ri = N1 as described above. We then iterate
and compute R(t+1) until |R(t+1) − R(t) |1 <  where ||1 denotes the L1 norm. If the
difference between R(t+1) and R(t) is smaller then  we can assume convergence. In
our implementation we set  = 1 ∗ 10−6 .
For the mentioned example the modified adjacency matrix is defined as:


0
0 1
0 0
M = 0
0.5 0.5 0
Given this matrix we can now calculate the "rank source" vector (which we will
call S), the PageRank vector R0 and the "dangling weights" vector W 0 :






0.05
0.33
0.11
S = 0.05 , R0 = 0.33 , W 0 = 0.11
0.05
0.33
0.11
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The first iteration yields:

R(1)



0.05
= 0.05 + 0.85 ∗
0.05



 
 

0.286
0
0 1
0.33
0.11 !
0
0 0 ∗ 0.33 + 0.11 = 0.286
0.428
0.5 0.5 0
0.33
0.11


After 22 iterations R converges to R = 0.303 0.303 0.394
7.07 ∗ 10−07 .

6.3

T

with an error of

Comparison of different PageRank results

After calculating the PageRank values for the three types of graphs we compared the
ranking of documents resulting from the Combined Document-Word Graph and the
Combined Document-Word Graph with backlinks with the ranking resulting from
the pure Link Graph on a high level. We did this by creating ranked lists of all documents and calculating Kendall’s Tau (see Section 9.1.1) for those. The resulting values of τ = 0.0007 for the Combined Document-Word Graph compared to the Link
Graph and τ = −0.0006 for the Combined Document-Word Graph with backlinks
compared to the Link Graph both indicate no correlation. We interpreted this result
as a positive result because of two reasons: A high correlation around 1 would have
meant that the rankings of our new graphs do not differ from the original PageRank
ranking of documents. This would have meant that we were basically calculating
the same ranking only in a much more complicated way. A negative correlation
would also have been a bad indicator because PageRank has proofed to be an efficient ranking measure. Having the inverse order of the original PageRank ranking
would not have been very promising. A ranking with no correlation however is
interesting to study.
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7

Search Engine

7.1

Search platform

We used Apache Solr, an open source search platform as a basis for our search engine. By using a high-level search platform we could focus on implementing the
different ranking measures.
7.1.1

Search index

Solr uses Apache Lucene, an indexing library as search index. Each document saved
in the index consists of different entities:
• id: The documents Wikipedia id
• link_pagerank: The documents Link Pagerank value
• combined_pagerank: The documents Combined Pagerank value
• combined_bl_pagerank: The documents Combined Backlink Pagerank value
• title: The documents title
• search_text: The documents article phrase representation as generated by the
Wiki Phrase & Link Parser. It is used for searching in the documents.
• original_text: The documents article text representation as generated by the
Wiki Text Parser. It is used for the
7.1.2

Snippet text

When using a search engine, usually a short excerpt from the webpage is displayed
below the search result. This excerpt is called snippet. A snippet helps the user
assess whether the result is helpful for him and how the page relates to his query.
When using the original Wikipedia search engine, the query terms are highlighted in the snippet text as can be seen in Figure 12. Wikipedia also displays the
documents size, the number of words and the date of the last edit.

Figure 12: Wikipedia search engine result. Search terms are highlighted in the snippet text.
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For our search engine, we used the Standard Highlighter provided by Solr [Foua].
The Highlighter generates an excerpt of a documents article text representation
based on the query terms. If none of the query terms are included in the article
text, instead the first characters of the article are returned.
The default value for the snippet length is 100 chacaters. While programming
the Search Engine we observed that the Snippet sometimes was too short in order
to asses a results relevance. Research by Cutrell and Guan has shown that for informational tasks, longer snippets improved user performance [CG07]. Therefore we
raised the maximum snippet length from 100 to 156 characters, a standard set by
Google [Spe].

7.2

Depth-first Search Engine

The Depth-first Search Engine does not use Apache Solr for retrieving results. Instead
it traverses the attributed Neo4J database in a given depth for retrieving and ranking
documents.
When performing a search with depth 1, the search engine looks for the coresponding word node for every term given in a search query and returns all neighboring document nodes. An example is given in Figure 4. The document nodes are
sorted either by their PageRank value or by their PageRank value multiplied by the
term frequency.
When performing a search with depth 2, the search engine performs two distinct
graph operations. First all neighboring word and documents nodes are retrieved.
In a second step all documents neighboring the nodes retrieved in the first step are
returned. An example is given in Figure 5. In a restricted version of our algorithm,
only word nodes are retrieved in the first step.
Performing the graph search with depth 2 turned out to be not meaningful because the set of retrieved documents was too large. An example is given in Table
7.2.
Depth
1
2

Nodes visited
155
118194

Results
1
275

Table 2: Number of nodes visited and number of results using the Depth-first Search
Engine for the query cocaine.

7.3

Classic Search Engine

The Classic Search Engine uses Apache Solr for retrieving results. It searches the
search_text field for the given search query using the Extended DisMax Query Parser.
The Extended DisMax Query Parser combines the Lucene Score with the PageRank
value as described in 7.3.4.
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7.3.1

Lucene Score

The Classic Search Engine returns a ranking score with every search result, called the
Lucene Score. Depending on the scoring routine used this is either a TF-IDF or a
BM25 value.
7.3.2

TF-IDF

Term frequency multiplied with the inverse document frequency (TF-IDF) is a commonly used tool for scoring and ranking documents in search engines [Sal70]. We
used the Lucene implementation of TF-IDF [Foub].
7.3.3

BM25

Robertson et al. introduced BM25 as a ranking function for search engines [Rob+95].
We used the BM25Similarity implementation of Lucene as an alternative to TF-IDF.
7.3.4

Rank Merging

To calculate the final ranking score, we needed to combine the PageRank pr and the
Lucene Score ls. As there is no existing gold standard regarding rank merging we
used multiple approaches. While we had to use fixed values determined by manual
consideration, a more sophisticated approach would have been to determine the
ideal rank merging approach by machine learning. This was beyond the scope of
our work.
The different merging methods are listed in Table 7.3.4.
Merge method
lucene_only
pagerank_only
mult
harmonic_mean

Formula
ls
pr
ls ∗ pr
2
1
1
+ pr
ls

harmonic_mean_with_weighted_pr

2

1
1
+ pr∗1000000
ls

weighted_harmonic_mean

1+1000000
1
+ 1000000
ls
pr

weighted_sum
weighted_sum2
weighted_product

(1 ∗ ls) + (100000 ∗ pr)
(1 ∗ ls) + (1000000 ∗ pr)
(1lucene_score ) ∗ (1000000pr )

Table 3: Different approaches for merging the Lucene Score (ls) and the corresponding PageRank value (pr) of a result.
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7.4

Search Interface

The Search Interface reads the given query list and performs the search using all
possible combinations of search engine, scoring routine and PageRank. This
we had 56 different ranking algorithm versions, which all used different retrieval
functions, different PageRank types and different weights for these factors.
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8

User Study Design

In this section we will explain our approach on designing the user study. The first
subsection covers the sampling method we used to extract the set of queries we
used in our user study. Section 8.2 describes the process we used for selecting a
reasonable subset of algorithms from our pool of 56 different algorithms. Section
8.3 describes the user study pretest and Section 8.4 outlines the most important facts
about Crowdflower, which we chose as a platform to run our user study on.

8.1

Query Sampling

The ideal query set to use in our study would be a set of queries coming directly
from Wikipedia. In 2012 Wikimedia released a set of Wikipedia search queries but
withdrew the data again after some time. Despite intensive efforts on finding the
query set and contact with Wikipedia research community members we could not
get access to the query set or a similar one. The second best choice for a fitting
query set to sample from was a search engine query log. The newest log we could
find was the AOL query log from 2006. It contains twenty million search queries
and their click URLs, which are those URLs a user decided to click on the search
result page after entering his query. We filtered the query log for queries relevant to
Wikipedia with two different methods. A commonly used method for looking up
something on Wikipedia is to type in the actual Wikipedia search query in a regular
search engine and append the string "Wikipedia". Therefore our first method was to
filter out all queries containing the substring "Wikipedia". We then again removed
this substring from the query to get the actual query. The second method was to
use the click URL. If it was a Wikipedia URL the query was appended to our set
of relevant queries. Queries containing the string "Wikipedia", which also had a
Wikipedia click URL were considered only once. In total we could retrieve 91.223
queries by this method. As the queries origin is not Wikipedia itself, but a search
engine, many of the so retrieved queries were queries you would not expect to be
searched for on Wikipedia. Most of the time those queries were longer sentences
(e.g. what is the name of the town where desperate housewives takes place) where the click
URL was pointing to Wikipedia but the query itself did not contain "Wikipedia" as
a search term. As our query set should resemble a Wikipedia search query set as
best as possible we restricted the number of query words to three after observing
that most of the "uncommon" queries contained more than three words. This step
reduced the number of filtered queries to 57.264.
In a following step we also filtered out sex related queries which may seem
inappropriate in the context of this bachelor thesis. This left us with a total of
55261 different queries. Figure 13 shows the frequency distribution of the retrieved
Wikipedia query set. 77 % of the queries only appear once in the AOL log and nearly
95 % of all queries do not appear more than three times.
We decided not to include queries in our final query set which do not appear at
least four times in the AOL log. Those queries proofed to be difficult for contribu25

Figure 13: A histogram showing the frequency distribution of the extracted queries
from the AOL query log. 77 % of the queries only appear once, around 95% do not
appear more than three times in the set. The x-axis in this histogram is cut at 10 for
better readability because only a very small fraction of queries appears more ten ten
times. The maximal observed number of occurences was 160.
tors to judge in the questionnaire pretest because they often aim at a very specific
topic, which needs previous knowledge to correctly judge the relevance of the retrieved articles. After removing those queries we were left with 2948 queries. We
also did not include queries, which contained names of persons for the same reason.
Although there are many names which should be known to every judging contributor (e.g. Barack Obama) the majority of names is only known to a specific peer group.
For example, to someone who is not interested in climbing, given the query "Nalle
Hukkataival" it will not be easy to correctly judge the relevance of the article "Bouldering" as he does not know that Nalle Hukkataival is a professional climber and that
bouldering is a climbing discipline. The same problem may apply to other queries,
which are not names of persons but the pretest showed that it is especially difficult
for those. For detecting names we made use of a blacklisting approach by using a
list of names provided by the US Census Bureau. After also subtracting the names
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the final query set contained a total of 1928 queries.
From the query frequencies we calculated the cumulative distribution function
(CDF), which is shown in Figure 14. Based on this CDF we used inverse transform
sampling for extracting the final query set for our user study. Table A.1 in Appendix
A.1 shows the complete list of sampled queries.

Figure 14: The Cumulative Distribution Function of the extracted Wikipedia
queries.

8.2

Preselecting Algorithms

As explained in Section 7.4 we had 56 different ranking algorithm versions, which
all used different retrieval functions, different PageRank types and different weights
for these factors. While experimenting with some test queries we saw that many
of these algorithms were obviously not performing very well. For example the
algorithm version, which used tf-idf, Link-PageRank and merged the ranks via a
weighted sum mainly returned Wikipedia articles about countries on the high ranks.
This happened for two reasons: Country articles are articles, which are linked to
very often and thus have a very high PageRank value (cf. Table A.3 in Appendix
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A.3 for a list of the top 50 highest ranked articles for each PageRank type). Additionally, the content which is written about in a country article is not specific to a
certain topic but contains keywords from a lot of different areas such as history, politics, geography, religion and culture. Given that, it is highly likely that the retrieval
function will retrieve such an article and that the PageRank (if weighted badly) will
push it to a high rank even so it is not relevant to the given query.
To filter out most of the badly performing algorithms prior to the user study we
decided to compare the results with a "perfect ranking". Therefore, we ran 6 different queries against all algorithms. For each query we compiled a combined set
of result documents by taking the top 10 results of every algorithm and removing
duplicates. The resulting set contained 41 documents on average for each query.
Then we manually assigned a relevance score to each document. Doing this it was
possible that some articles shared the same relevance score as we could not come
to a decision which one is more relevant. The resulting "perfect ranking" is further
called P . We used the Mean Average Precision measure (see Section 9.1.2) to find
out which algorithms performed best for the six test queries. For this we needed to
assign binary relevance scores to each document in P . Although it was relatively
easy to group the documents by their relevance on a non binary scale it was rather
difficult for us to choose an absolute boundary between which document is relevant
and which is not. Because of that we decided to simply judge the first 10 documents
of P as relevant so a perfect algorithm would be able to retrieve only relevant documents in the top 10 results. If it was not clear which documents of P were the top
10, as for example the documents from rank 9 to rank 13 shared the same relevance
score, we judged those additional documents as relevant, too.
Table 4 shows the algorithms performances of the described analysis. Beginning
with the best performing algorithm we started to calculate the average size of the
combined result set for each query in our final query set. One after another we took
more algorithms into consideration and calculated the result set sizes. We decided
to limit our study to the first 11 algorithms as when adding one more algorithm the
study size would increase by 53% as 8 new documents would be found for each
query. Although it would be interesting to compare all algorithms in the final study
we had to make that compromise as our budget was limited and we needed to take
a reasonable sample size for our results to be meaningful.

8.3

Pretesting the questionnaire

We pretested our questionnaire by using the Cognitive Interview technique. The
setup was as follows: In one-to-one interviews a group of ten people was asked
to answer a draft questionnaire while thinking aloud. Afterwards a fixed set of
questions was posed to them.
The Cognitive Interviews yielded valuable information about the visual structure of the questionnaire. For example, we found that we had to emphasize the
headings as some of the respondents skipped them while reading and thus were
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Rank

Algorithm

MAP

1
2
3
4
5
6
7
8
9
10
11
12
13
...
56

BM25-LPR-MULT
BM25-CBPR-MULT
BM25-LUC
BM25-CPR-MULT
TFIDF-CBPR-WHM
TFIDF-LPR-MULT
TFIDF-CPR-MULT
TFIDF-LUC
TFIDF-LPR-WHM
TFIDF-CBPR-MULT
TFIDF-CPR-WHM
BM25-CBPR-WHM
BM25-LPR-WHM
...
DFS1-CBPR-PR*TF

0.949
0.949
0.910
0.910
0.872
0.869
0.869
0.868
0.867
0.866
0.827
0.824
0.774
...
0.446

Average size of combined
result set per query
10
10
10
10
12
14
14
14
14
14
15
23
26
...
43

Table 4: The first two columns of this table show the MAP values for the top performing algorithms. The right column shows the average size of the combined result set per query if the algorithm in the relevant row and all better performing
algorithms are considered.
confused about the structure of the questionnaire instructions.
The questions posed to the respondents after they answered the questionnaire
yielded positive results. Eight of the ten respondents thought that the structure
of the questionnaire was very clear. Nine of ten understood the instructions and
what was asked of them. All respondents thought that the article snippet was long
enough and not too long.
Two problems were detected by the follow-up questions: Eight people told us
that they did not understand some of the queries and thus had problems judging
the relevance of the given article. The queries most likely to be not understood were
names of persons and in general unpopular queries. As described in Section 8.1
we excluded those queries from our final query set. Also six of ten respondents had
problems deciding between "Very Relevant" and "Relevant" respectively "Irrelevant"
and "Very Irrelevant". Especially the decision between "Irrelevant" and "Very Irrelevant" seemed hard to the respondents. Those who had problems deciding between
these two options mostly only rated for one option during the course of the whole
questionnaire. This problem could lead to biased NDCG values but we decided to
keep a four point Likert scale as the existence of this bias is easy to detect and could
be handled by only looking at the MAP values, which are computed by using a binary relevance scale. As expected, all ten respondents stated that they would not
have needed a bigger Likert Scale.
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8.4

Crowdflower

For conducting our user study we chose Crowdflower as a crowdsourcing platform.
On this platform contributors from all over the world get paid for participating
in surveys. This way a researcher who is conducting a study can achieve a high
throughput and get fast results. There are two obvious drawbacks: First, the quality
of the results from crowdsourcing sites is questionable as contributors may not be
qualified for the tasks they are performing. We think that our task is comparatively
simple and should be doable for most people. The second drawback is the threat of
spam affecting the result data. Some contributors could randomly answer questions
to achieve a higher throughput and thus earn more money. Also there could be bots
programmed for answering questions with the same goal. Crowdflower prevents
this by inserting so called test questions into the questionnaires [Crob]. Those are
questions for which the researcher expects a specific answer. If a contributor is not
performing good in the test questions the trust in accuracy in the regular questions
is low. Also, a contributor must pass the "Quiz Mode" before he is allowed to participate in a survey. In the Quiz Mode a contributor needs to answer a number of test
questions correctly before he is allowed to participate in the survey.
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9

Evaluation

9.1

Evaluation Measures

In our thesis we will use several different measures for comparing our results. While
we assume that the reader has basic statistical knowledge and is accustomed to
measures such as recall and precision other somewhat more uncommon measures,
which will be used might not be known. In the following subsections we will explain Kendall’s Tau, a measure for rank correlation. Also we will explain three measures of ranking quality: Mean Average Precision, normalized Discounted Cumulative Gain and binary preference.
9.1.1

Kendall’s Tau

A commonly used statistic to measure the rank correlation between two different
ranked lists is the Kendall rank correlation coefficient [Ken38], commonly referred
to as Kendall’s Tau.
Let γ = γ1 , γ2 , ...γn be a set of n documents. α and β are two distinct orderings
of γ where the order is derived from relevance scores of the documents in γ, namely
relγi ,α and relγi ,β . Kendall’s Tau is defined as:
τa =

C −D
n(n − 1)/2

(4)

where C is the number of concordant pairs and D is the number of discordant
pairs. A pair of documents (γi , γj ) is said to be concordant if for both orderings α
and β the relevance of γi minus the relevance of γj has the same sign: sgn(relγi ,α −
relγj ,α ) = sgn(relγi ,β − relγj ,β ) If they have a different sign the pair is discordant.
A pair of documents is neither concordant or discordant if γi and γj have the same
relevance in either α and/or β. In this case γi and γj are said to be tied in their ranks.
The above version of Kendall’s Tau is called Tau-a and cannot handle ties in
ranks. In our thesis we will use the more popular Tau-b, which accounts for ties
[Ken45]. Tau-b is defined as:
τb = p

C −D
(C + D + Tα )(C + D + Tβ )

(5)

where Tα is the number of pairs tied only in α, and Tβ is the number of pairs tied
only in β. The number of pairs tied in both orderings is called Tαβ and is not needed
to calculate Kendall’s Tau.
Kendall’s Tau can be interpreted as follows: A positive τ -value indicates agreement between the two orderings α and β. A negative value indicates disagreement.
Values near zero indicate the independence of the two orderings.
In our thesis we calculate Kendall’s Tau by defining the gold standard ranking,
which we can derive from the results of the user study as α. β is defined as the result
list of the individual algorithm with documents from the gold standard, which are
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missing in the algorithm’s results appended at the end. The relevance of the missing
documents is set to an equal value, which is lower than all relevances present in the
algorithms results.
9.1.2

Mean Average Precision

Mean Average Precision (MAP) is a measure which is used to express the quality
of a search algorithm. Given a number of search queries and for each query a list
of results which are judged for their relevance on a binary scale (relevant or not
relevant), MAP can be used to compute a single number in the range from 0 to 1
representing the search result quality where a MAP value of 1 would stand for a
perfect result.
In order to calculate MAP one has to calculate the average precision for each
query result. Average precision is defined as the precision averaged across all values
of recall between 0 and 1 [Zhu04].
Z
AP =

1

Precision(r)dr

(6)

0

This is equal to the area under the precision and recall curve. As in the case
of search results the data is discrete the integral is replaced by the sum shown in
equation 7:
AP(q) =

|q|
X

Precision(k)∆Recall(k)

(7)

k=1

where |q| is the number of results for the query q, Precision(k) is the precision at
rank k and ∆Recall(k) is the change in recall between rank k − 1 and rank k [Zhu04].
Mean average precision is now the mean of the average precision values for all
tested queries Q:
PQ
MAP(Q) =
9.1.3

q=1 AP(q)

|Q|

(8)

Normalized Discounted Cumulative Gain (NDCG)

Järvelin and Kekäläinen proposed normalized Discounted Cumulative Gain (NDCG)
as a measure to evaluate information retrieval techniques with a focus on their ability to retrieve highly relevant documents. It is a efficient and commonly used measure in evaluating web search. NDCG scores vary from 0.0 to 1.0, whereas an ideal
ranking results in a value of 1.0. [JK02]
NDCG is based on Cumulative Gain (CG) as shown in equation 9. Gain at a
rank position k is the sum of all graded relevance values reli as a measure of the
usefulness until that rank position. Therefore changes in the position of a search
result do not lead to a change in the CG value.
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CG@k =

k
X

reli

(9)

i=1

Discounted Cumulative Gain (DCG) makes the assumption that very relevant
documents are more important than slightly relevant documents and that the lower
a very relevant document is ranked, the less useful it is. This is implemented by
using a logarithmic discount factor log2 i when calculating the gain as shown in
equation 10.
k
X
reli
DCG@k = rel1 +
log2 i

(10)

i=2

Burges et al. proposed a variant of DCG shown in equation 11 that places
stronger emphasis on retrieving relevant documents. [Bur+05]
k
X
2reli − 1
DCG@k =
log2 i + 1

(11)

i=1

As there is no ovious siginifcane test available to calculate the difference of DCG
values produced by different search engines the values need to be normalized. This
can be archieved by dividing the DCG by the corresponding ideal DCG (IDCG) as
shown in equation 12. The IDCG is produced by caluculating the DCG of a rank
ordered by relevance. This is shown in equation 12.
|REL|

IDCG@k =

X 2reli − 1
log2 i + 1

(12)

i=1

DCG@k
(13)
IDCG@k
Further variants of NDCG also include negative feedback. Frolov and Oseledets
proposed a variant of NDCG that penalizes irrelevant recommendations, called normalized Discounted Cumulative Loss (NDCL) [FO16]. Clements et al. used the
N DCG+
fraction of NDCG for positive and NDCG for negative test items N
DCG− in order to
evaluate the prediction of relevant content with respect to the prediction of irrelevant content [CVR09]. When the positive test items are returned in decending rating
order with the negative test items following, that measure gives the best rating. We
did not use any variant of NDCG including negative feedback for our evaluation
because we would have needed user feedback beyond what we collected.
NDCG@k =

9.1.4

Binary preference (bpref)

Buckley and Voorhees proposed binary preference (bpref) as a evaluation measure
for systems with incomplete judgment sets. [BV04] It is based on the relative ranks
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of judged documents and is inversly related to the fraction of judged irrelevant documents that are retrieved ahead of judged relevant documents. Bpref makes no
disctinction between relevant and very relevant documents, therefore we use the
binary relevance calculated from the Crowdflower results.
bpref =

1 X
min(R, |n ranked higher than r|)
1−
R r
min(R, N )

(14)

For each query the binary preference is calculated according to equation 14 where
R is the number of judged relevant documents, N is the number of judged irrelevant documents, r is a retrieved relevant document and n is a member of the first R
retrieved irrelevant documents.
Used in a system with complete judgments sets the rankings by bpref and MAP
are highly correlated, indicating that in general the two measures agree on which is
the better system. In a system with incomplete judgment sets the ranking for bpref,
unlike MAP, still correlates highly to the original ranking. Bpref is not strongly affected by incomplete judgments because the measure depends on the relative ranks
of of the retrieved documents whereas MAP uses the specific ranks of the retrieved
documents. [VH06]
As shown before in section 9.1.2 and section 9.1.3, both MAP and NDCG favor
higher ranked retrieved documents. This effect does not occur using bpref as the
score of each retrieved relevant document is indipendent of the scores of other retrieved relevant documents.
Following Buckleys report in the file bpref_bug[Buca] shipped with the TREC
evaluation software, trec_eval [ST], we used a definition of bpref that is different
from that formulated in the original work. For our implementation we followed the
actual implementation in trec_ evall version 8.1 [Bucb].

9.2

Description of result data and data preparation

In this section we describe the nature of the result data we got from Crowdflower
in general and explain how we processed and prepared it for the analysis of our
algorithms.
9.2.1

Result data description

Before evaluating the algorithms we needed to summarize the study report data we
got from Crowflower. The report consists of a csv file where each judgement is listed
along with information about the contributor who made the specific judgement.
In total we received 7898 judgements without counting judgements made for test
questions. Crowdflower assigns each judgement a value called trust. This value is
based on the individual contributors performance in the test questions. The more
test questions a contributor answered correctly, the higher the trust value.
A total of 99 contributors from 36 countries were participating in our study: 18
contributors coming from Venezuela, 10 from India, 6 from Turkey and 65 from
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other countries (an overview containing the full contributor / country distribution
can be seen in Table A.2 in Appendix A.2).
As there is no lower limit on the amount of work a Crowdflower contributor
needs to do the range of judgements per contributor spans from 2 to 270. The boxplot in Figure 15 shows the distribution of workload on contributors. It can be seen
that most contributors judged between 18 and 104 results. These findings become
important when analysing the data quality in Section 9.3.

Figure 15: A boxplot showing the distribution of the number of results judged by
contributors.

9.2.2

Data preparation

In a first step we filtered out judgements with a trust value below 0.8, which means
that contributors whose answers were included in our study answered at least 80%
of the test questions correctly. 192 judgements fell below this threshold and were
marked as invalid. In a following step we collected judgements, which belong to
a specific query and result. For determining the relevance of a result we first had
to decide on a measure of centrality. It is still discussed if Likert scales should be
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contributor ID
1
2
3
4
5

judged relevance level
3
2
3
0
0

trust
0.85
1.0
0.95
0.75
0.8

Table 5: Example distribution of judged relevance and trust for a result.
relevance level
0
1
2
3

sum of trust
1.55
0
1.0
1.8
4.35

confidence
0.36
0
0.23
0.41

fraction of judgements
0.4
0.0
0.2
0.4

Table 6: The calculated confidence of the example from Table 5. In comparison, the
actual fraction of judgements is shown in the right column.
treated as ordinal scales or interval scales. In our case we agree with the opinion
that the psychological distance between the rating values is non-uniform [Evg16].
While contributors may have a common understanding of the difference between
very relevant and relevant respectively very irrelevant and irrelevant they most likely
have a different understanding of the distance between relevant and irrelevant. Because of that we decided to treat our rating scale as an ordinal type scale. For easier
computability we mapped our relevance scale to a numeric scale from 0 to 3 where
0 maps to very irrelevant and 3 maps to very relevant.
Instead of using the plain number of votes for a relevance level we calculated a
"confidence" value by weighting this number with the trust value from the individual contributor [Croa]. We will explain this method with a simple example. Given
the query coffee and the article Beverage we received the judgements seen in Table 5.
The first step for calculating a confidence value was to sum up the trust values
for each relevance level. In a following step we then divided these numbers by the
overall sum of trust values to get the final confidence level. The results are shown
in Table 6.
To make a decision on which relevance level to choose for a result we computed
the median of each result. We did not use the absolute frequencies of each relevance
level for computing the median but instead weighted each relevance level by its
confidence. For the example in Table 6 we therefore calculated the median of a set
containing 36 times the relevance level 0, 23 times the relevance level 2, and 41 times
the relevance level 3, which is 2. Depending on the trust values the median calculated in this way could differ to the median calculated with absoulte frequencies in
a way so that judgements of contributors who performed well in the test questions
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get preferred.
If the median of a results relevance lay between two different relevance levels
we uniformly penalized all results by choosing the lower relevance level. As for
computing MAP we also needed binary relevances. We mapped the relevance levels
2 and 3 to 1 and the relevance levels 0 and 1 to 0.
Besides calculating the median of the relevance for each result we also calculated the interquartile range (IQR) of the relevance levels to measure the variability.
Figure 16 shows a bar chart with all calculated IQR values. It can be seen that the
majority of the results has an IQR lower than or equal to 1, which means that contributors mostly agreed on a results relevance.

Figure 16: The number of results plotted against the interquartile range calculated
on their relevance levels on a numeric relevance scale where 0 is very irrelevant and
3 is very relevant. The majority of results has an IQR lower than or equal to 1, which
means that contributors mostly agreed on a results relevance.
For each result we determined the validity depending on the following three
requirements:
• Does the result have less than three valid judgements? If so, we marked it as
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invalid because we cannot determine consensus regarding the relevance of the
result if only two or one contributors made a valid judgement.
• Does the median of the relevance levels (0 to 3) equal 1.5? In this case the result
was marked as invalid because the contributors did not agree on it if the result
belongs in the category relevant or irrelevant.
• Is the IQR value bigger then 1? If this was the case the spread of the relevance levels was to big to be sure about the actual relevance and the result
was marked as invalid.
Based on the validity of query results the best option for our validation would
have been to only consider queries with no invalid results. However this would
have left us with only three of 100 queries and a decision about algorithm performance would no longer have been possible with such a small sample size. We decided to set the minimum number of valid results to 10, which left us with 85 of 100
queries. This was a compromise between quality and quantity of our result data.
Setting the threshold to 11 would have meant to throw away 32 queries, which we
did not want to do.

9.3

Data quality

Before starting the actual analysis of the results an important fact to examine was
the quality of the data we got from Crowdflower. We examined the data for various
biases, which are discussed in detail in the following sections 9.3.1 to 9.3.3. Also we
calculated the inter-rater reliability for our sample in Section 9.3.4.
9.3.1

Likert scale characteristic biases

There are typically three types of biases, which distort the results of Likert scale
based surveys. The social desirability bias describes the tendency for study participants to vote for options that are socially desirable although in reality they may
think differently [Ned85]. Our study is not affected from this type of bias, because
we asked questions which are neutral with regard to social desirability. Furthermore, contributors on Crowdflower see themselves as anonymous, because they
answer the questionnaire online and most probably never had or will have contact
to the researcher conducting the study.
Acquiescence bias, which describes the tendency of contributors to agree with
statements as they are presented also does not apply because of the nature of the
asked questions. A scenario where this bias could possibly apply to our study
would be if we had asked our questions in the following way "How much on a scale
from I do not agree at all to I fully agree do you agree with the following statement:
The Wikipedia article «Alcohol» is very relevant to the query «Beer».?" A question posed
like this could have led participants to prefer the option I totally agree, although the
article may not really be very relevant to the query.
38

The third type of bias, central tendency bias, describes a contributors tendency to
avoid voting for extreme opinions (Very relevant, very irrelevant) and instead choose
something in between. One measure we took against this was to choose a four point
scale with no option in the middle. This way contributors were at least forced to
decide for one side: relevant or irrelevant. Another reason we decided against an
option in the middle was that an article cannot be relevant and irrelevant at the
same time. For contributors who were not sure about what to vote for we added
the option I do not know, which we separated from the four point Likert scale visually and by name. Although our used scale is missing an absolute center it could
still apply that contributors tend to avoid extreme judgements. Especially early in
an individual test a contributor may want to "leave room" for stronger judgements
later in the test. We examined the distribution of judgements along the duration of a
contributors answering session. Therefore, we calculated the possibility of an individual point on the Likert scale being judged on the n-th judgement of a contributor.
As explained in Section 9.2.1 not every contributor completed the same amount of
work. We therefore could not calculate the probability of an individual judgement
up to the 270th judgement (which was the maximum number of judgements made
by a single contributor) because the majority of contributors did not judge more
than 104 results (see Figure 15 in Section 9.2.1).
Choosing a point on which to stop looking for changes in probability proofed to
be difficult. Like we expected, the standard error of the calculated probability at the
n-th judgement rises for a greater value of n because of the fewer number of samples available. A higher cutoff point would therefore be bad in terms of accuracy
but at the same time the phenomenon we want to examine should be more present
in later judgements. Likewise, a lower cutoff point would mean a higher accuracy
in probability values but a lower development state of the central tendency bias. We
settled on going as far as the 108th judgement, because at this value the changes in
probability became statistically significant. Also when considering again the motivation for the examined bias, to "leave room" for stronger judgements later in the
test, contributors should have started to vote for these stronger judgements at this
state in the test as most contributors did not vote for more than 54 Likert items.
Figure 17 shows linear regression curves for the calculated probabilities of each
possible outcome. It can be seen that the possibility of an article being judged as
irrelevant or very relevant stays almost the same over the course of each questionnaire. The probability curves for a "very relevant" judgement respectively an "irrelevant" judgement have a nearly zero slope and high p-values where the null hypothesis is that the slope is zero. However, the possibility of an article being judged as
relevant is 41.2% at the first judgement and 35.4% at the 108th judgement, which
equals a loss in probability of 5.8%. This change in probability is statistically significant with a p-value of 0.006. Likewise to the shrinking chance of an article being
judged as relevant at a late judgement the chance of an article being judged as very
irrelevant rises from 18.4% at the first judgement to 24.7% at the 108th judgement (a
gain of 6.3%). With a p-value of 0.002 this change is also statistically significant.
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Figure 17: Linear regression curves showing the change of possibility of a contributor to vote for a specific relevance level.
This supports the theory that contributors tend to "leave room" for stronger
judgements towards the end of their test and that our results are affected by a central
tendency bias. The finding that only the possibility of negative extreme judgements
(very irrelevant) rises but the possibility for the positive equivalent stays the same
could be explained by the fact that from the beginning of each test a contributor can
clearly identify an article that is very relevant as the title of those articles most of
the time exactly matches the query term or elsewise is very similar. Surprisingly the
probability gain of "very irrelevant" judgements is not effected by a probability loss
of "irrelevant" judgements but by a loss of "relevant" judgements. This means that
contributors have not only changed their understanding of what is irrelevant and
very irrelevant but must have changed their general understanding of where the difference between a relevant and an irrelevant article is. This bias cannot be corrected
even after reducing the judgements to binary relevance judgements and looking at
the MAP values instead of NDCG or Kendall’s tau values for the evaluation of our
algorithms.
After all it has to be noted that the calculated mean standard error of 0.074 to40

gether with a mean probability of 0.25 is very high and does not allow to draw
conclusions regarding Crowdflower contributors in general.
9.3.2

Bias resulting from invalid results

In Section 9.2.1 we described the process with which we determined result validity. The best option to handele these invalid results would have been to rerun the
user study for the affected results to get valid judgements. Because of lacking funds
we were not able to do this. In the following algorithm performance analysis with
the measures described in Section 9.1 we therefore had two ways of dealing with
these results. Either, we could fully remove invalid results from our analysis or
we could assign them a medium or low relevance. Both of these options would
mean to add bias in our calculated algorithm performances. This bias can be best
explained with a simple example. Given a corpus of three documents D1, D2 and
D3. A perfect ranking algorithm would assign the documents the following relevances: rel(D1) = 1, rel(D2) = 2, rel(D3) = 3 where a higher value equals a
higher relevance. The gold standard ranking would therefore be G = [D3, D2, D1].
Algorithms A and B rank the documents in the following way: A = [D1, D2, D3],
B = [D3, D2, D1]. Now imagine the documents D1 and D3 to be invalid. Removing invalid documents would result in the following rankings A = B = G = [D2].
Both algorithms would therefore be judged to be equivalent, although algorithm
B is performing better. The second option, assigning a medium relevance, would
result in the following relevances: rel(D1) = rel(D2) = rel(D3) = 2. Again both
algorithms would be judged to be equivalent. Instead of assigning a medium relevance we could also assign a low relevance, which would result in the following
relevances: rel(D2) = 2, rel(D1) = rel(D3) = 1 and again both algorithms would
be judged to be of equivalent quality.
Although we expect the influence of this bias to be much more subtle in the
actual rankings because of the smaller fraction of invalid documents and the bigger
size of the rankings, we wanted to examine the distribution of invalid documents
as some algorithms may benefit or suffer from invalid results more than others. We
therefore looked at the position of invalid results in each ranking for each query
and algorithm. The heatmap in Figure 18 shows the distribution of invalid results
for each individual algorithm and also for the mean of all algorithms. A value of 0.2
at rank k means that 20% of results at this rank were invalid results.
A positive observation is that the first rank contains only 6 to 8% invalid results.
This confirms the assumption made in Section 9.3.1 that it was easy for contributors
to recognise very relevant documents. The most invalid documents can be found
on ranks 4 to 9. It must have been difficult for contributors to uniformly judge
the relevance for lower ranked documents in general. There are two explanations
for this, which both may apply. Some contributors may have been misled by the
snippet text as it shows only a short excerpt of the article text and most of the time
includes the query terms. If a contributor was lacking the knowledge about the
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Figure 18: A heatmap showing the distribution of invalid results for each rank and
algorithm. High ranks contain only a few invalid results, whereas the chance for
invalid results rises on the lower ranks.
query term and the documents topic he could have misinterpreted the relevance as
he did not know how representative the snippet text is for the total article. As this
may apply only for some of the contributors the interquartile range of judgement
values increases and the chances for a result to be declared as invalid increases.
Also the central tendency bias could have amplified the lower ranked documents
to be judged differently. As Crowdflower presents the results to a contributor by
random choice the same results may have been judged in early and late states of the
test. We found that in a late state of the test it is more likely for a result to be judged
as very irrelevant than in an early state so the central tendency bias is a reasonable
explanation for the interquartile range to be bigger for lower ranked documents and
as a consequence thereof the result being declared as invalid.
Regarding the bias we especially have to compare the differences in the fraction
of invalid results on a single rank across the different algorithms. We can see that
especially rank 7 of the TFIDF-CBPR-WHM algorithm and rank 8 of the TFIDF-LPRWHM algorithm have a high fraction of invalid results (> 22%). As we do not know
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if an individual algorithm is preferred or penalized by this bias we have to consider
evaluation results with caution.
9.3.3

Bias resulting from forced judgements

In Section 9.3.1 we described how not having a "middle" option on the Likert scale
helps to avoid central tendency bias. However, we think that the instead introduced
"I do not know" option produced a different kind of bias. From a total of 7706 trusted
judgements we received only two judgements for this option, both coming from the
same contributor. As it proofed very difficult for ourselves to judge some of the results during the analysis we conducted for preselecting the algorithms, we think that
that contributors must have misunderstood the "I do not know" option. We suppose
that contributors may have feared not being paid for a judgement where they select
an option which states that they do not know the answer for. This bias could have
been avoided by describing the intent of the option in more detail and mentioning
that hitting "I do not know" will not affect the payment of the job. During our user
study pretest we did not experience this kind of fear as pretest participants volunteered for the test and did not get paid for it. A pilot survey could have showed this
problem but our budget was too limited for running one.
It is hard to tell the magnitude of the above described bias. From our experience
we estimate that in every 20 Likert items there is one item (5% of the total items)
for which a contributor does not know the answer. When we only look at the two
general relevance trends, relevant or irrelevant, a contributor had a chance of 50%
to correctly guess the answer. This means that up to 2.5% of the received judgements could be wrong judgements made by random choice. This value is purely
speculative but there are no means for estimating the actual value or even finding
the respective judgements for marking them as invalid.
9.3.4

Inter-rater reliability

A more general measure of data quality is inter-rater reliability. This statistic measures the consensus between different raters. Kappa values as proposed by Cohen or
Fleiss measure the agreement between raters while taking into account that agreement can occur by chance. We chose Fleiss’ Kappa to calculate the agreement in
our study, because in contrast to other Kappas such as Cohen’s Kappa it can assess
the agreement between more than five raters, which was necessary as we had five
judgements per result. Also for Fleiss’ Kappa it is not necessary that the raters rating
one result are the same as those rating another, which is not given in our dataset.
Fleiss’ Kappa can be calculated with the following formula:
κ=

P̄ − P̄e
1 − P̄e

(15)

where P̄ is the overall extend of agreement and P̄e is the degree of agreement,
which would be predicted by chance. The interested reader may refer to [Fle71] on
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how to calculate P̄ and P̄e .
As Fleiss’ Kappa cannot be calculated for the case of a varying number of raters
we had to dismiss results with less than five valid judgements, which left us with
1393 from a total of 1579 results. Also Fleiss’ Kappa can only be applied to categorical data so we had to reduce our categories to relevant and irrelevant. After
performing these steps we could determine a Kappa value of 0.252. Quoting Landis
and Koch [LK77] the Kappa coefficient can be interpreted as follows: ≤ 0 = poor
agreement, 0.01 - 0.2 = slight agreement, 0.21 - 0.4 = fair agreement, 0.41 - 0.6 =
moderate agreement, 0.61 - 0.8 = substantial agreement, 0.81 - 1 = almost perfect
agreement. The calculated Kappa is therefore in the lower section of the interval
defined as fair agreement. For defining a gold standard by our user study we had at
least hoped to get substantial agreement so it is questionable how reliable the results
of our evaluation are.
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9.4

Dealing with invalid results

As explained in Section 9.3.2 we could either remove invalid results, set them to zero
relevance or to a medium relevance. To test if the choice of this option changes the
results significantly we conducted a two tailed Wilcoxon signed rank test [Wil45].
For each algorithm we did the following: We calculated the Kendall’s Tau values
for each of the 100 queries and for each invalid result handling methods. Using
these values we then calculated the Wilcoxon signed rank test statistic for each of
the three possible combinations of handling methods. The null hypothesis for the
test was that both paired samples come from the same distribution. All but one pvalue shown in Table 7 are larger then 0.05, so for these algorithms and handling
method combinations we can’t reject the null hypothesis and must assume that it
does not make a significant difference which handling method we choose. For the
TFIDF-CBPR-WHM algorithm and the Remove and Set Medium methods however it
makes a significant difference as can be concluded by the p-value of 0.033. As this is
only one of 22 combinations and we lack the funds of rerunning the user study for
problematic queries we decided to ignore this problem and assume that the choice
of handling method does not make a significant difference in general. Therefore in
the following analysis we decided to give invalid results a low relevance.
Algorithm
TFIDF-LUC
BM25-LUC
TFIDF-LPR-MULT
TFIDF-CPR-MULT
TFIDF-CBPR-MULT
BM25-LPR-MULT
BM25-CPR-MULT
BM25-CBPR-MULT
TFIDF-LPR-WHM
TFIDF-CPR-WHM
TFIDF-CBPR-WHM

Remove &
Set Medium
0.974
0.545
0.509
0.523
0.919
0.437
0.518
0.550
0.668
0.534
0.033

Remove &
Set Low
0.158
0.117
0.115
0.083
0.114
0.075
0.131
0.126
0.060
0.251
0.081

Set Medium &
Set Zero
0.162
0.328
0.271
0.195
0.113
0.471
0.392
0.336
0.172
0.728
0.932

Table 7: p-values of the Wilcoxon signed rank tests for all algorithms and combinations of invalid result handling methods. Only for one combination and algorithm
(marked in bold) there is a significant difference in the result values coming from
the choice of the handling method for invalid results.

9.5

Analysis of result data

We calculated the values for MAP, NDCG and bpref for our result data. A barchart
for MAP is displayed in Figure 19. Boxplots for NDCG and bpref are displayed in
Figures 20 and 23. Furthermore we plotted the he distribution of NDCG@10 values
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for different algorithms in Figure 21. and took a look on the distribution of NDCG
values for different k values in Figure 22. We used the Wilcoxon signed rank test
to test for significant differences in the NDCG values. The results are displayed in
Table 8.
Algorithm A
TFIDF-LPR-MULT
TFIDF-LPR-MULT
BM25-LPR-MULT
BM25-LPR-MULT
TFIDF-LPR-WHM
TFIDF-LPR-WHM

Median of
Algorithm A
0.5732
0.5732
0.5952
0.5952
0.6049
0.6049

Algorithm B
TFIDF-CPR-MULT
TFIDF-CBPR-MULT
BM25-CPR-MULT
BM25-CBPR-MULT
TFIDF-CPR-WHM
TFIDF-CBPR-WHM

Median of
Algorithm B
0.5732
0.5763
0.6010
0.6010
0.5816
0.6068

p-value
0.933
0.025
0.917
0.711
0.741
0.005

Table 8: The three versions of algorithms using the Link Pagerank compared by their
NDCG values per query to the Combined Pagerank and Combined Backlink Pagerank algorithms. The p-values of the Wilcoxon signed rank tests for two of the algorithm combinations (marked in bold) suggest that the compared NDCG values differ significantly. However the median of the NDCG values per algorithm is nearly
identical so we cannot conclude that one algorithm outperforms the other overall.
The significant difference between the algorithms must therefore result from one
algorithm outperforming the other in one fraction of the queries and vice versa.

Figure 19: Barchart illustrating the Mean AP values for different algorithms
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Figure 20: Boxplot illustrating the NDCG values for different algorithms.

Figure 21: Distribution of NDCG@10 values for different algorithms
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Figure 22: Distribution of NDCG values for different k values.

Figure 23: Boxplot illustrating the bpref values for different algorithms
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10

Design Decisions and Potential Errors

This chapter focuses on assumptions which were made throughout this thesis which
could have influenced the results noticeably. We discuss how and to what extend
they may have influenced the results and how the errors could be resolved.

10.1

Biased user study results

The results in our user study are affected by various kinds of biases as shown in
Section 9.3. We cannot tell the true impact of those biases on our results but we
estimate that the combined biases make a noticeable difference in our results. To
resolve these errors one would have to redo the user study. This would require a
more controlled study environment than that given on a crowdsourcing platform
like Crowdflower. The participants in such a study should be chosen in such a
way so that they are familiar with the query terms for which they are judging the
results. Also every participant should ideally judge the same number of results in
the same order. Finally one would have to eliminate the problem of invalid results
by redoing the study for problematic queries and results or choosing new ones so
there is a reasonably big set of correctly judged queries for the evaluation part.

10.2

Drawback of Wikipedia as Corpus

The original idea of Combined Document-Word Graphs was to use them to improve
Wikipedia search. However the idea could be used to improve search on all types of
corpuses. During our experiments we wondered if Wikipedia was a good corpus to
test the efficiency of a search algorithm on. While it has obvious advantages such as
being an enclosed subset of the web and being openly downloadable so there is no
need for a web crawler it also has drawbacks. Especially two drawbacks may have
affected the results of our study:
• Because Wikipedia is an encyclopedia in most cases there is only one article,
which is highly relevant to a query. This fact makes it difficult to evaluate a
new search algorithm as even the gold standard rankings lack articles of high
relevance. A different corpus, which contains more relevant documents for a
query may have been suited better to study the efficiency of a search algorithm
as especially the order of relevant articles is important for defining the quality
of a search algorithm.
• Another drawback is that Wikipedia is "inbalanced" in terms of its PageRank
values. In general it does not apply for the PageRank algorithm that longer
articles have a higher PageRank value as only the number of inbound links
and the rank of the linking document determines the rank of a document. For
Wikipedia however, we found that there is a clear correlation between article
length and PageRank value as can be seen in Figure 24. This may be due to
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the fact that the more interesting an article is, the more contributors will work
on it and the longer the article will become. This inbalance in turn influences
the performance of the combination between retrieval and rank function of the
search algorithm as the retrieval functions proofed to retrieve longer articles
very often, which then got ranked highly as we argued in Section 8.2. Also, as
can be seen in Figure 25, the number of long articles is comparatively small, so
the effect is concentrated on a few articles, which take top positions for most
queries.
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Figure 24: Linear regression curves of mean PageRank values in relation to the article lengths in number of words. The longer the article, the higher the predicted
PageRank value.

Figure 25: This histogram shows how the number of words of an article related to
the number of articles. We cut the data at a length of 1500 words as only very few
articles have more words then that.

11

Conclusion and Future Work

In this thesis, we analyzed Combined Document-Word Graph and Combined DocumentWord Graphs with backlinks in terms of their potential to be used by search algorithms in Wikipedia. We presented three different approaches of exploiting the rich
information encoded in these graphs and implemented our ideas in a search engine.
Finally we conducted a test run of 100 queries with our novel algorithms and traditional ones end evaluated the results by running a user study with a subsequent
statistical analysis.
After finishing this analysis we are now able to answer our research questions.
It must be noted that especially the answer for RQ2 is based on mediocre results
as, like shown in Section 9.3, many different biases affected the data collected in the
user study.
RQ1: Can term frequency and inverse document frequency be represented in Weighted Document-Word Graphs?
Yes. As shown in Section 7 WDWGs contain all information needed to calculate
the tf-idf metric. Although our calculated values marginally differed from the tfidf values calculated in a traditional way on the full text of the corpus, because in
our setting only multi-word phrases were considered, we can think of a form of
WDWGs which also includes one-word phrases. On such a graph one would be
able to precisely calculate the tf-idf metric in a non traditional way.
RQ2: Do PageRank values calculated on Combined Document-Word
Graphs or Combined Document-Word Graphs with backlinks improve
the ranking of documents compared to traditional PageRank values?
Probably not. The evaluation of test results showed no significant difference between the quality of rankings produced by algorithms based on traditional PageRank values and the ones based on PageRank values calculated on combined graphs.
These results however have to be considered with caution as many types of biases
affected our user study.
In future work one should consider to redo the study while paying special attention to factors which can lead to biased results like explained in Section 10.1.
Another factor, which could improve the calculated PageRank values is adding
different weights for the different types of edges and nodes. For example, one could
assign a low fixed weight to nodes containing stop words. As the standard PageRank algorithm cannot handle weighted edges or weighted nodes one would need
to extend the PageRank algorithm as it was done in Weighted PageRank [XG04] or
Weighted Links Rank [BD04].
RQ3: Can Depth-first Search on Combined Document-Word Graph or
Combined Document-Word Graph with backlinks be used as an effective
information retrieval method compared to traditional methods?
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No. Even with a minimal depth of 1 in most cases the result set of retrieved
documents was too large to be considered as a meaningful set of documents. As the
number of documents rises, the number of articles containing a query term rises.
As the depth-first search algorithm does not consider the frequency of a word in a
document or the position in which it appears valuable information gets lost.
Future work on this topic might consider to optimize the DFS algorithm so multiple edges get considered. Also edge properties which encode the position of a
word in the document could be added and used by the algorithm to produce a more
specific set of documents.
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A
A.1

Appendix
Sampled queries
Query
cocaine
heman toys 1986
french revolution
mexico
spleen
potassium
segregation
mime
kingdom hearts 2
copernicus
metabolism
sesame street
atomic bomb
bubonic plague
march madness
passover
eiffel tower
protestant reformation
speed of light
stomach
antibiotics
black sabbath
hemoglobin
nato
nitric oxide
stock symbols
impressionism
league of nations
process of distillation
streamliners
superboy prime
supply and demand
1971
american civil war
amphetamine
azores
black holes
caffeine
disney characters
iceland
indoiranian language
jousting
kilogram
logic
macroeconomics
potatoes
printing press
salvia divinorum
saturn
september 11 2001

Query frequqnecy
40
37
31
23
23
21
15
14
12
11
11
11
10
10
10
10
9
9
9
9
8
8
8
8
8
8
7
7
7
7
7
7
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6

Query
siberia
sonic
thermodynamics
versailles
wheel of fortune
armenian genocide
botswana
catalan forge
chrysanthemum
circumcision
deism
ford field
ikea
inflation
kraft foods
lazy sunday
monarchy
nutritionist
patriot act
philippines
pompadour
red rock casino
rna
steel
sterling silver
trinidad
whiskey rebellion
bamboo
boeing 747
challenger space shuttle
chimpanzee
cities in alabama
denmark
digestion
helium
lilac
metallica
mexican singers
nationality
nuclear fission
ozone layer
pope john xxiii
republic of georgia
roosevelt island
saw
smog
sugar cane
supreme court justices
the beach boys
zionism

Query frequqnecy
6
6
6
6
6
5
5
5
5
5
5
5
5
5
5
5
5
5
5
5
5
5
5
5
5
5
5
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4
4

Table A.1: A complete list of the sampled queries used in the user study.
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A.2

Contributors per country

Country
VEN
IND
TUR
VNM
USA
SRB
ITA
MKD
POL
PHL
ESP
IDN
BIH
RUS
MEX
PAK
ROU
EGY
BRA

Number of Contributors
18
10
6
5
5
5
4
3
3
3
3
3
2
2
2
2
2
2
2

Country
PER
SVK
KWT
KWT
ECU
BOL
ARG
GBR
MNE
BGR
BGD
LKA
MAR
PRT
FRA
MYS
NGA
SGP

Number of Contributors
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1

Table A.2: This table shows the number of contributors per country in the study
results received from the Crowdflower platform.
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A.3

Highest ranked articles
Rank
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50

Link Pagerank
United States
France
United Kingdom
England
Germany
Europe
Japan
Italy
Canada
English language
Americans
India
Australia
Spain
Russia
World War II
China
London
New York City
European Union
Communes of France
Africa
Sweden
Switzerland
List of Internet top-level domains
Islam
Catholic Church
Departments of France
Atlantic Ocean
Belgium
Latin
French language
Pakistan
Asia
Scotland
Netherlands
List of U.S. states
Association football
California
Christianity
Paris
Turkey
Earth
Regions of France
Great Britain
Soviet Union
Brazil
United Nations
Greece
Central European Time

Combined Pagerank
United States
France
United Kingdom
Germany
England
Europe
Italy
Japan
English language
Canada
India
World War II
Spain
Australia
Russia
Americans
China
European Union
Africa
London
Communes of France
List of Internet top-level domains
New York City
Islam
Sweden
Departments of France
Catholic Church
Switzerland
Atlantic Ocean
Latin
French language
Asia
Netherlands
Belgium
Turkey
Paris
Scotland
Christianity
Association football
Pakistan
Soviet Union
Earth
Great Britain
List of U.S. states
California
Brazil
Greece
United Nations
Poland
Spanish language

Combined Backlink Pagerank
United States
France
Communes of France
Departments of France
Japan
Americans
Germany
Sweden
Regions of France
INSEE
Association football
Postal code
England
Italy
Animal
United Kingdom
India
Spain
Canada
Australia
World War II
Brazil
Postal codes in Germany
Russia
English language
London
Europe
Pakistan
Belgium
List of rivers of Sweden
New York City
Switzerland
China
California
List of Chicago Blackhawks players
List of Pokémon
Chordate
Turkey
Paris
List of garden plants
Romania
Poland
List of settlements in India
List of Russian surnames
New York
Mexico
List of countries
Soviet Union
Netherlands
List of settlements in Russia

Table A.3: The Top 50 Wikipedia articles sorted by different PageRank types.
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A.4

Source code

The full source code can be found on GitHub:
https://github.com/dorthrithil/bachelorthesis

A.5

Data

All data files created can be found on Mendeley Data:
doi:10.17632/6dj6t2k3t7.1
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B
B.1

List of the authors responsibilities
Text
Text Section
Section 1: Motivation
Section 2: Idea and Overview
Section 3: Related Work
Section 4: Architecture
Section 5.1.1: Wiki Phrase & Link Parser
Section 5.1.2: Wiki Text Parser
Section 5.2: Splitting extracted text into phrases
Section 5.3: Building graphs from extracted data
Section 5.4: Scalability
Section 6: PageRank calculation
Section 7: Search Engine
Section 8: User Study Design
Section 9: Evaluation (except Subsections 9.1 and 9.5)
Section 9.1.1: Kendall’s Tau
Section 9.1.2: Mean Average Precision
Section 9.1.3: Normalized Discounted Cumulative Gain
Section 9.1.4: Binary preference
Section 9.5: Analysis of result data (except Table 8)
Table 8: Significane analysis of algorithm differences
Section 10: Design Decisions and Potential Errors
Section 11: Conclusion & Future Work
Appendix
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Name
Felix Engelmann &
Elias Zervudakis
Felix Engelmann &
Elias Zervudakis
Felix Engelmann &
Elias Zervudakis
Felix Engelmann
Felix Engelmann
Elias Zervudakis
Felix Engelmann
Elias Zervudakis
Felix Engelmann
Felix Engelmann
Elias Zervudakis
Felix Engelmann
Felix Engelmann
Felix Engelmann
Felix Engelmann
Elias Zervudakis
Elias Zervudakis
Elias Zervudakis
Felix Engelmann
Felix Engelmann
Felix Engelmann
Felix Engelmann &
Elias Zervudakis

B.2

Code
Program Name
graph-builder
graph-tools
query-extractor
questionnaire-evaluator
snippet-cleaner
solr-config-files
wiki-phrase-parser
wiki-search
wiki-source-creator

B.3

Name
Elias Zervudakis
Felix Engelmann
Felix Engelmann
Felix Engelmann & Elias Zervudakis
Elias Zervudakis
Elias Zervudakis
Felix Engelmann
Elias Zervudakis
Elias Zervudakis

Other responsibilities
Responsibility
Conducting and pretesting the user study
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Name
Felix Engelmann

Acronyms
AST abstract syntax tree. 11, 12
BM25-CBPR-MULT Search algorithm using bm25 as retrieval function and the Lucene
score multiplied with the combined backlink PageRank as ranking function.
29, 45, 46
BM25-CPR-MULT Search algorithm using bm25 as retrieval function and the Lucene
score multiplied with the combined PageRank as ranking function. 29, 45, 46
BM25-LPR-MULT Search algorithm using bm25 as retrieval function and the Lucene
score multiplied with the link PageRank as ranking function. 29, 45, 46
BM25-LUC Search algorithm using bm25 as retrieval function and the Lucene score
as ranking function. 29, 45
CDWG Combined Document-Word Graph. i, ii, v, 3–5, 9, 11, 13–15, 20, 49, 52
CDWGB Combined Document-Word Graph with backlinks. i, 3–5, 9, 15, 20, 52
CDWGBs Combined Document-Word Graphs with backlinks. i, 3, 4, 52
CDWGs Combined Document-Word Graphs. i
CSS Cascading Stylesheets. 11, 12
HTML Hypertext Markup Language. 11, 12
LG Link Graph. 9, 11, 20
TFIDF-CBPR-MULT Search algorithm using tf-idf as retrieval function and the
Lucene score multiplied with the combined backlink PageRank as ranking
function. 29, 45, 46
TFIDF-CBPR-WHM Search algorithm using tf-idf as retrieval function and the weighted
harmonic mean of the Lucene score and the combined backlink PageRank as
ranking function. 29, 45, 46
TFIDF-CPR-MULT Search algorithm using tf-idf as retrieval function and the Lucene
score multiplied with the combined PageRank as ranking function. 29, 45, 46
TFIDF-CPR-WHM Search algorithm using tf-idf as retrieval function and the weighted
harmonic mean of the Lucene score and the combined PageRank as ranking
function. 29, 45, 46
TFIDF-LPR-MULT Search algorithm using tf-idf as retrieval function and the Lucene
score multiplied with the link PageRank as ranking function. 29, 45, 46
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TFIDF-LPR-WHM Search algorithm using tf-idf as retrieval function and the weighted
harmonic mean of the Lucene score and the link PageRank as ranking function. 29, 45, 46
TFIDF-LUC Search algorithm using tf-idf as retrieval function and the Lucene score
as ranking function. 29, 45
WDWG Weighted Document-Word Graph. ii, 1–3, 52
WG Word Graph. 9

61

References
[Ken38]

Maurice G Kendall. „A new measure of rank correlation“. In: Biometrika
30.1/2 (1938), pp. 81–93.

[Ken45]

Maurice G Kendall. „The treatment of ties in ranking problems“. In:
Biometrika 33.3 (1945), pp. 239–251.

[Wil45]

Frank Wilcoxon. „Individual comparisons by ranking methods“. In: Biometrics bulletin 1.6 (1945), pp. 80–83.

[Sal70]

Gerald Salton. „Automatic text processing“. In: Science 168.3929 (1970),
pp. 279–281.

[Fle71]

Joseph L Fleiss. „Measuring nominal scale agreement among many raters.“
In: Psychological bulletin 76.5 (1971), p. 378.

[LK77]

J Richard Landis and Gary G Koch. „The measurement of observer agreement for categorical data“. In: biometrics (1977), pp. 159–174.

[Ned85]

Anton J Nederhof. „Methods of coping with social desirability bias: A
review“. In: European journal of social psychology 15.3 (1985), pp. 263–280.

[Rob+95]

Stephen E Robertson et al. „Okapi at TREC-3“. In: NIST SPECIAL PUBLICATION SP 109 (1995), p. 109.

[Kle99]

Jon M Kleinberg. „Authoritative sources in a hyperlinked environment“.
In: Journal of the ACM (JACM) 46.5 (1999), pp. 604–632.

[Pag+99]

Lawrence Page et al. „The PageRank citation ranking: bringing order to
the web.“ In: (1999).

[JK02]

Kalervo Järvelin and Jaana Kekäläinen. „Cumulated gain-based evaluation of IR techniques“. In: ACM Transactions on Information Systems
(TOIS) 20.4 (2002), pp. 422–446.

[BD04]

Ricardo Baeza-Yates and Emilio Davis. „Web page ranking using link
attributes“. In: Proceedings of the 13th international World Wide Web conference on Alternate track papers & posters. ACM. 2004, pp. 328–329.

[BV04]

Chris Buckley and Ellen M Voorhees. „Retrieval evaluation with incomplete information“. In: Proceedings of the 27th annual international ACM
SIGIR conference on Research and development in information retrieval. ACM.
2004, pp. 25–32.

[XG04]

Wenpu Xing and Ali Ghorbani. „Weighted pagerank algorithm“. In: Communication Networks and Services Research, 2004. Proceedings. Second Annual Conference on. IEEE. 2004, pp. 305–314.

[Zhu04]

Mu Zhu. „Recall, precision and average precision“. In: Department of
Statistics and Actuarial Science, University of Waterloo, Waterloo 2 (2004).

62

[Bur+05]

Chris Burges et al. „Learning to rank using gradient descent“. In: Proceedings of the 22nd international conference on Machine learning. ACM. 2005,
pp. 89–96.

[Sch+05]

Adam Schenker et al. Graph-theoretic techniques for web content mining.
Vol. 62. World Scientific, 2005.

[KS06]

Tibor Kiss and Jan Strunk. „Unsupervised multilingual sentence boundary detection“. In: Computational Linguistics 32.4 (2006), pp. 485–525.

[VH06]

Ellen M Voorhees and Donna Harman. „Common evaluation measures“.
In: Proceedings of the Fifteenth Text REtrieval Conference (TREC 2006). SP
500-272. NIST. 2006, Appendix.

[CG07]

Edward Cutrell and Zhiwei Guan. „What are you looking for?: an eyetracking study of information usage in web search“. In: Proceedings of
the SIGCHI conference on Human factors in computing systems. ACM. 2007,
pp. 407–416.

[LL08]

Marina Litvak and Mark Last. „Graph-based keyword extraction for singledocument summarization“. In: Proceedings of the workshop on Multi-source
Multilingual Information Extraction and Summarization. Association for Computational Linguistics. 2008, pp. 17–24.

[CVR09]

Maarten Clements, Arjen P de Vries, and Marcel JT Reinders. „Exploiting
positive and negative graded relevance assessments for content recommendation“. In: International Workshop on Algorithms and Models for the
Web-Graph. Springer. 2009, pp. 155–166.

[GV12]

Gene H Golub and Charles F Van Loan. Matrix computations. Vol. 3. JHU
Press, 2012.

[Ken14]

Graeme Kennedy. An introduction to corpus linguistics. Routledge, 2014.

[Evg16]

Ivan Oseledets Evgeny Frolov. „Fifty Shades of Ratings: How to Benefit from a Negative Feedback in Top-N Recommendations Tasks“. In:
Proceedings of the 10th ACM Conference on Recommender Systems (2016),
pp. 91–98.

[FO16]

Evgeny Frolov and Ivan Oseledets. „Fifty Shades of Ratings: How to
Benefit from a Negative Feedback in Top-N Recommendations Tasks“.
In: Proceedings of the 10th ACM Conference on Recommender Systems. ACM.
2016, pp. 91–98.

63

Web References
[Buca]

Chris Buckley. trec_eval/bpref_bug at master. Last accessed: 8. February
2017. URL: https://github.com/usnistgov/trec_eval/blob/
master/bpref_bug.

[Bucb]

Chris Buckley. trec_eval/m_bpref.c at master. Last accessed: 8. February
2017. URL: https://github.com/usnistgov/trec_eval/blob/
master/m_bpref.c.

[Croa]

Crowdflower. How to Calculate a Confidence Score. Last accessed: 25. November 2016. URL: https : / / success . crowdflower . com / hc / en us/articles/201855939- Get- Results- How- to- Calculatea-Confidence-Score.

[Crob]

Crowdflower. Test Question Best Practices. Last accessed: 26. November
2016. URL: https : / / success . crowdflower . com / hc / en - us /
articles/213078963-Test-Question-Best-Practices.

[Foua]

Apache Software Foundation. Apache Solr Reference Guide Covering Apache
Solr 5.5. Last accessed: 8. February 2017. URL: http : / / archive .
apache.org/dist/lucene/solr/ref- guide/apache- solrref-guide-5.5.pdf.

[Foub]

Apache Software Foundation. TFIDFSimilarity (Lucene 5.5.2 API). Last
accessed: 8. February 2017. URL: https : / / lucene . apache . org /
core/5_5_2/core/org/apache/lucene/search/similarities/
TFIDFSimilarity.html.

[Meda]

MediaWiki. Help:Template - Wikipedia. Last accessed: 26. October 2016.
URL : https://en.wikipedia.org/wiki/Help:Template.

[Medb]

MediaWiki. MediaWiki:CirrusSearch. Last accessed: 10. Juli 2016. URL: https:
//www.mediawiki.org/wiki/Help:CirrusSearch.

[Medc]

MediaWiki. Simple English Wikipedia main page. Last accessed: 15. October
2016. URL: https://simple.wikipedia.org/wiki/Main_Page.

[Medd]

MediaWiki. Simple English Wikipedia main page. Last accessed: 15. October
2016. URL: https://en.wikipedia.org/wiki/Main_Page.

[Mede]

MediaWiki. Wiki markup. Last accessed: 26. November 2016. URL: https:
//en.wikipedia.org/wiki/Wiki_markup.

[Medf]

MediaWiki. Wikipedia template substitution. Last accessed: 27. October 2016.
URL : https : / / en . wikipedia . org / w / index . php ? title =
Wikipedia:Substitution&oldid=726566485.

[Spe]

Stephan Spencer. Anatomy Of A Google Snippet. Last accessed: 8. February
2017. URL: http : / / searchengineland . com / anatomy - of - a google-snippet-38357.

64

[ST]

National Institute of Standards and Technology. Text REtrieval Conference
(TREC) trec_eval. Last accessed: 8. February 2017. URL: http://trec.
nist.gov/trec_eval/index.html.

[Wika]

Wikipedia. Simple English Wikipedia. Last accessed: 26. October 2016. URL:
https : / / simple . wikipedia . org / wiki / Simple _ English _
Wikipedia.

[Wikb]

Wikipedia. Wikipedia:Database download. Last accessed: 8. September 2016.
URL : https://dumps.wikimedia.org/simplewiki/20160901/.

65

